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Abstract

We present the NIVAS Index, a monthly index of condominium asking prices in Bangkok,
measured in Thai baht per square metre and built from published district-level asking-
price averages. The index runs continuously from June 2019 to September 2026 and
carries a 95% band in every month. Its history is joined across a gap of eight months
in 2023, where two forms of the data meet; across that gap district averages step up
by a factor of 1.20 on average (0.97 to 1.59 by district), while the asking prices of the
same 98 building pairs, read on the same archived pages in both eras, are flat (−0.9%,
95% confidence interval −3.2% to +1.5%). We model the index as a Gaussian state-
space panel in logarithms: a latent random-walk city level, district fixed effects, one
measurement offset per district drawn around a common break, and aggregate repeat-
measurement anchors. Penalised weighted least squares, equivalent to the fixed-interval
Kalman smoother, estimates the common break at +22.8% (95% interval +16.2% to
+29.7%) and removes it. The corrected index is essentially flat over seven years. Back-
tests recover injected 40% breaks, six additional months of data revise history by at
most 2.13%, and no single district moves the break estimate outside 21.2–23.9%.

1 Introduction
Residential price indices are built from repeated, comparable measurements. In emerging
property markets the only measurement available over a long horizon is often a published
aggregate. When a break appears in such a series, a naive index inherits it as if it were
a market move. This paper describes how the NIVAS Index treats such a break: it is
estimated with its uncertainty and removed, rather than hidden or cut out.

The index measures the asking sale price per square metre of Bangkok condominiums.
Its source for 2019 to today is a published district-level average of asking prices, available
as archived copies for 2019–2022 (a sparse history) and as a monthly chart from late 2023;
nothing at all covers January to August 2023. Chaining the two eras across that gap
produces a +19.8% jump between late 2022 and late 2023. We show that the jump is not
a market move, and we build an index that is continuous across it.

The index is an asking-price benchmark: it measures what sellers ask for comparable
units, not what buyers eventually pay. It is designed to be read with its band and to be
revised in a controlled, versioned way.
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Contributions.
1. Diagnosis. We document three independent signatures of a measurement break in the

published figures (Section 3.2): a step in the published city figure between two periods, a
large and heterogeneous step across districts, and flat asking prices for the same buildings
read on the same pages on both sides of the gap.

2. Model. We specify a state-space panel with district-specific measurement offsets and
aggregate anchors (Section 4), and prove exactly which part of the break the district
data cannot identify and what closes it (Proposition 1 and Corollary 1).

3. Estimator. We solve the model as one penalised weighted least-squares problem, equal
to the Kalman and Rauch–Tung–Striebel smoother, with method-of-moments variance
components and posterior bands (Section 5). The reference implementation has no
dependency beyond a standard library.

4. Evidence and governance. We report the estimated break, the corrected index and a bat-
tery of backtests (Sections 6 and 7), and a versioning and revision policy for publication
(Section 9).
Section 2 reviews the methods the design draws on. Section 3 describes the data and

the evidence of the break. Section 8 states the limitations and Section 10 concludes.

2 Background and related work
Elementary indices and housing indices. A matched-item index that chains the
geometric mean of price relatives is the Jevons form [24]; it is symmetric under inversion
and insensitive to the very different price levels of its items, which is why it is the standard
elementary aggregate. Housing practice offers three families for dealing with heterogeneity
and composition [18]: hedonic regression with time dummies [14, 19, 21], repeat sales [6, 9–
11, 31], and stratification or mix adjustment. Our inputs are already aggregates, so hedonics
in the strict sense do not apply. Two constructions do transfer. The time-product dummy
regression of the multilateral scanner-data literature [15, 23, 26] regresses log prices on time
dummies and item fixed effects; our observation equation is that regression with districts
as items. Repeat-sales indices regress the log ratio of the same unit’s price at two dates on
the difference of two time effects [6]; our anchors are aggregate observations of exactly that
form. The splicing methods of the multilateral literature (window, movement and mean
splices; [13, 26]) extend an index without revising history; they inform our revision policy
rather than the break itself.

Breaks and interventions. Methods for structural change [4, 5] estimate the dates of
unknown breaks. Here the date is known to lie in the 2023 gap, so the relevant tool is
intervention analysis [7]: a level-shift regressor with a known onset, whose size is estimated
jointly with the rest of the model. Our regime offsets are interventions of that kind, one
per district.

State-space models and smoothing. Structural time-series models [16, 20] represent
an unobserved level as a random walk, observed through equations with their own noise;
missing observations require no special treatment, and the Kalman filter [25] with the fixed-
interval smoother of Rauch et al. [29] delivers the conditional mean of the states given all
data. Dynamic factor models [32, 33] share this structure with a common factor and
idiosyncratic components. For Gaussian linear models the smoother’s output also solves

2



Table 1: Sources of the district series. A point is one district-month after the latest-reading
rule.

Regime Page form Points Districts Months

A Archived text sentence, one figure per page 122 27 2019-06 to 2022-12
B Archived 13-month chart 567 31 2023-09 to 2025-09
B Live 13-month chart, weekly reads 546 42 2025-09 to 2026-09

All sources 1235 45 2019-06 to 2026-09

a penalised least-squares problem; the Whittaker–Henderson graduation [34, 35] and the
Hodrick–Prescott filter [22, 27] are the best known instances. We exploit this equivalence
to estimate the model with a single linear solve.

Lessons from on-chain price oracles. Price oracles face a closely related problem:
publishing one number from several imperfect feeds. Four design choices transfer. Geomet-
ric accumulation: Uniswap v2 accumulates prices so that a time-weighted arithmetic mean
can be read [1], while Uniswap v3 accumulates log prices so that the mean is geometric
and symmetric under inversion [2]; the NIVAS Index lives in logarithms for the same rea-
sons. A number with its confidence: Pyth’s aggregation combines each publisher’s price and
confidence interval into an aggregate price and an aggregate confidence [28]; every NIVAS
month is published with its band. Robustness to one feed: Chainlink’s off-chain reporting
exposes the median of the node observations so that a minority of faulty reports cannot
move the answer [8, 12]; our equivalent is leave-one-district-out and source drop-out testing,
and a median across sources once a second district-level source exists. Delayed, versioned
updates: the Oracle Security Module holds a new price for a configurable delay so that a
faulty update can be caught before it acts [30]; our builds are versioned and screened for
revisions before release. Curve’s StableSwap invariant [17] blends two pricing rules through
one parameter rather than switching between them, an apt image for joining two measure-
ment regimes through one latent state. What does not transfer is the adversarial setting:
manipulation-cost arguments [3] and block-time weighting address traders; our defence is
source diversity and independent anchors.

3 Data

3.1 Source and measure

Published condominium project pages show the average asking sale price per square metre
of the project’s district and of Bangkok as a whole. The measure of the NIVAS Index is that
district figure, in THB/m2. We read it from two kinds of pages: archived copies of those
pages and live pages read weekly since October 2026. Only these published aggregates are
kept; no listing, lister or listing text enters the index. The source revises its most recent
months; when a district-month has several readings, the latest one is used.

The page has taken two forms (Table 1). From 2019 to 2022 it printed one sentence
with the district’s “current average”, which we date to the month of the archived copy
(regime A). From late 2024 it carries a chart of the district’s last thirteen months, which
archived and live copies together extend back to September 2023 (regime B). No page form
covers January to August 2023. Of Bangkok’s 50 districts, 45 are observed at least once,
26 of them in both regimes; 5 have no history.
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Figure 1: The published Bangkok figure. Two periods separated by a step of 43% (dashed lines:
geometric means of each period, 103,555 and 148,066 THB/m2).

Weights. Districts are weighted by their stock of condominium projects in a Bangkok
project directory (2,414 projects across the 50 districts), normalised to mean one over the
observed districts. An observation whose move into the month exceeds 3% and is reversed
by at least half the next month stays in the fit with its weight multiplied by 0.15; the last
month of a series is never judged.

3.2 Evidence of a measurement break

The city figure. The Bangkok figure that the same pages print is flat in the text era
(103,459 THB/m2 in June 2019, 103,808 in December 2022, +0.3%), then reads 152,272
on the first chart page (September 2024), +46.7% over December 2022 (Figure 1). Its
geometric mean is 103,555 over the text era and 148,066 over the chart era, a ratio of 1.43.
The city figure also changed its relation to the districts: in the text era it agrees with
the stock-weighted district level; in the chart era it sits well above it. The stock-weighted
geometric mean of district figures moves from 96,715 THB/m2 (2021–2022, 20 districts) to
113,809 (September 2024 to June 2025, 31 districts), +18%, while the city figure moves
+43% over the same eras. The published city figure is not used in the index.

The district step. For the 26 districts observed on both sides of the gap, the ratio of the
first regime-B figure to the last regime-A figure has geometric mean 1.20, median 1.23 and
stock-weighted mean 1.23, with a standard deviation of 0.122 in logarithms and a range
from 0.97 (Khlong San) to 1.59 (Bang Kho Laem) (Figure 2). Within regime B, the month-
to-month log change of a district has a standard deviation of 0.035 (1058 changes) and a
mean of 0.00% per month. A step that is large on average and that differs by more than
ten points between districts within a few months is consistent with a change of definition
rather than a market move. The step is only weakly related to the district’s price level
(correlation 0.20 in logarithms).

The same buildings on both sides. The decisive evidence comes from the buildings
themselves. Archived project pages of both eras also print the building’s own average asking
price per square metre. Two samples of archived pages yield 98 pairs of readings of the
same building in both eras, on 57 distinct buildings (the archive holds 75 buildings with a
copy in each era; 18 printed no building figure in one of them). The building figure in the
text era equals the last point of the page’s own quarterly building chart on 43 of 43 pages
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Figure 2: District figures on either side of the 2023 gap (log scales). Points above the solid line
stepped up; the dashed line is the common break estimated in Section 6. The dispersion around
it is the district-specific part of the break.

gapRegime A: text form Regime B: 13-month charts
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Figure 3: Observation design. Old-regime district observations (open circles) measure the latent
level shifted by a district offset; new-regime observations (dots) measure it directly; no page covers
the gap. Anchors (arcs) are the same buildings read in both eras: they observe the market’s move
across the gap without passing through the district measure.

where both exist, so the building measure did not change with the page form. Across the
98 pairs, the building figure moved by −0.9% (95% confidence interval −3.2% to +1.5%;
first sample −1.4% on 54 pairs, second sample −0.2% on 44 pairs), while the district figures
printed on the same pages rose by 25.2% (27.6% in the first sample).1 Same pages, same
buildings: these buildings’ asking prices were flat while the district averages stepped up.

3.3 What the district data can identify

District series that stop before a gap and restart after it identify each district’s movement
within each era and the differences between districts’ steps (Figure 3). They cannot separate
a market move during the eight empty months from a rescaling of the measure common to
all districts (Proposition 1). The model therefore needs either a prior on the market’s path
through the gap or outside data on that path; we use both and report each.

1The building-level statistics are computed from the 39 aggregate rows of Appendix B. The district change
on the same pages was recorded when the samples were collected; per-building lists were not retained, by
design.
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Table 2: Notation.

D, d Observed districts (|D| = 45); d∗ is the reference district (largest stock), with
αd∗ = 0.

t = 1, . . . , T Months on a regular grid, June 2019 to September 2026 (T = 88); t0 is the
base month, January 2024.

Ω Observed district-months; |Ω| = 1235.
r(d, t) ∈ {A, B} Measurement regime of an observation; B (current measure) is the reference.
DA Districts observed at least once in regime A.
ydt Logarithm of the published district asking price per square metre.
µt Latent Bangkok log level, on the scale of the current measure.
αd District fixed effect (level relative to Bangkok).
βd, β̄ Measurement offset of district d between regimes, and the common break.
w̃d Stock weight of district d, normalised to mean one.
K; (sk, tk, nk, zk) Anchors: nk building pairs read in months sk < tk, with mean log change zk.
σA, σB , σµ, τ, σz Observation, level, offset and anchor standard deviations.
It The index, 100 in month t0.

4 Model
Table 2 collects the notation. The model has four equations.

Definition 1 (Measurement model). For every observed district-month (d, t) ∈ Ω,

ydt = µt + αd − βd 1{r(d, t) = A}+ εdt, εdt ∼ N
(
0, σ2

r(d,t)/w̃d

)
. (1)

The Bangkok level follows a random walk,

µt = µt−1 + ηt, ηt ∼ N (0, σ2
µ), t = 2, . . . , T, (2)

the district offsets are drawn around a common break,

βd = β̄ + νd, νd ∼ N (0, τ2), d ∈ DA, (3)

and each anchor observes the market move between two months,

zk = µtk
− µsk

+ ξk, ξk ∼ N
(
0, σ2

z/nk

)
, k ∈ K. (4)

All disturbances are mutually independent. The parameters µ1, (αd)d ̸=d∗ and β̄ carry flat
priors.

Equation (1) is a time-dummy panel regression with district fixed effects and a known-
onset intervention for each district observed in the old regime. Equation (2) is the only link
between months without data; it states that the city level is expected to move by zero from
one month to the next, with standard deviation σµ. Equation (3) shrinks each district’s
offset toward the common break; a district observed in regime A only is tied to β̄ by this
equation alone. Equation (4) is a repeat-measurement observation in the form of Bailey
et al. [6], with no offset: it rests on the following assumption.

Assumption 1 (Stable building measure). The building-level average asking price per
square metre was computed the same way in both periods.

Assumption 1 is supported by the equality of the text-era sentence and the building
chart on 43 of 43 pages and by the flat change of the building figure itself (Section 3.2).
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Definition 2 (Index and band). Let µ̂ be the posterior mean of the level and Σ its posterior
covariance. The index and its 95% band are

It = 100 exp(µ̂t − µ̂t0) ,
[

It e−1.96 st , It e+1.96 st

]
, s2

t = Σtt + Σt0t0 − 2 Σtt0 . (5)

The band is zero at the base month by construction. The ratio of the index between
any two months t and u does not depend on the base, and its band follows from the same
covariance with s2

tu = Σtt + Σuu − 2Σtu.

4.1 Identification of the common break

The data in hand have a particular design: every regime-A observation precedes every
regime-B observation, with the gap in between. Let tA be the last month with a regime-A
observation and tB the first month with a regime-B observation (tA = December 2022,
tB = September 2023).

Proposition 1 (What the district data cannot see). Let θ = (µ, α, β, β̄) and let J(θ)
be minus twice the log posterior of Definition 1, up to a constant. Fix a month t∗ with
tA < t∗ ≤ tB and define the direction v by

vµt = −1{t < t∗}, vβd
= −1 (d ∈ DA), vβ̄ = −1, vαd

= 0.

Then the observation and offset terms of J are invariant along v, and for every c ∈ R

J(θ + c v)− J(θ) = 2c

∆t∗

σ2
µ

−
∑

k∈K∗

nk ρk

σ2
z

 + c2

 1
σ2

µ

+
∑

k∈K∗

nk

σ2
z

 , (6)

where ∆t∗ = µt∗ − µt∗−1, ρk = zk − (µtk
− µsk

) is the anchor residual, and K∗ = {k : sk <
t∗ ≤ tk} is the set of anchors that straddle t∗.

Proof. A regime-A observation has t ≤ tA < t∗, so its fitted part µt + αd − βd changes by
−c + c = 0. A regime-B observation has t ≥ tB ≥ t∗, so neither µt nor αd moves. Each
offset residual βd− β̄ is unchanged. In the state term only the increment at t∗ moves, from
∆t∗ to ∆t∗ + c. An anchor residual changes by −c when the anchor straddles t∗ and is
otherwise unchanged. Expanding the two affected squares gives (6).

Moving the whole old era down by c and every offset by the same amount leaves every
district observation unchanged: the common part of the break is invisible to the district
data. Only the random-walk prior and the anchors that straddle the gap price that direc-
tion. Setting the derivative of (6) to zero at the optimum gives a sharp description of the
estimated path.

Corollary 1 (The path through the gap). At the posterior mean, for every t∗ ∈ (tA, tB],

∆̂t∗ =
σ2

µ

σ2
z

∑
k∈K∗

nk ρ̂k. (7)

Without anchors the estimated level is exactly constant from tA to tB, and the common
break is the one that makes the market flat across the gap. When every anchor straddles
the gap, the estimated level is linear across it, with a slope set by the precision-weighted
anchor residuals.
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On the data, all 39 anchors straddle the gap and the slope is −0.1122% per month, a
market move of −1.00% over the 9 increments from December 2022 to September 2023;
without anchors the level is constant over the same months, to machine precision. The
curvature in (6) also shows the relative weight of the two sources of information along v:
1/σ2

µ ≈ 7,290 for the prior and
∑

k nk/σ2
z ≈ 6,050 for the anchors. The anchors therefore

weigh about as much as the prior and test it; that they agree with it (Section 6) is the
substantive finding.

5 Estimation

5.1 Penalised weighted least squares

Write the four equations of Definition 1 as rows x⊤
i θ = yi with weights ωi equal to their

inverse variances: w̃d/σ2
r(d,t) for an observation (times the factor of the Weights paragraph

where it applies), 1/σ2
µ for a level increment (with yi = 0), 1/τ2 for an offset (with yi = 0)

and nk/σ2
z for an anchor. Minus twice the log posterior is, up to a constant,

J(θ) =
∑

(d,t)∈Ω

w̃d

σ2
r(d,t)

(
ydt − µt − αd + βd 1{r(d, t) = A}

)2 +
T∑

t=2

(µt − µt−1)2

σ2
µ

+
∑

d∈DA

(βd − β̄)2

τ2 +
∑
k∈K

nk

σ2
z

(
zk − µtk

+ µsk

)2
,

(8)

a penalised weighted least-squares criterion whose penalty is the first-difference (Whittaker)
smoother on the level. Its minimiser and the posterior covariance are

θ̂ =
(
X⊤WX

)−1
X⊤Wy, Σθ =

(
X⊤WX

)−1
, (9)

with X the stacked rows, W = diag(ωi) and y the stacked targets.

Proposition 2 (Equivalence with the Kalman smoother). Under Definition 1, for given
variances, the posterior of θ is N (θ̂, Σθ) with θ̂ and Σθ as in (9). In particular µ̂t and
Σtu coincide with the fixed-interval smoothed mean and covariance of the level produced
by the Kalman filter and the Rauch–Tung–Striebel smoother applied to the state-space form
with state (µt, α, β, β̄), in which the static parameters are constant states with diffuse initial
conditions.

Proof. The log posterior is −1
2J(θ) plus a constant, a quadratic form in θ; the posterior

is therefore Gaussian, with mode equal to mean θ̂ and covariance equal to the inverse
Hessian (X⊤WX)−1. The Kalman filter and the fixed-interval smoother compute the
conditional mean and covariance of the state given all observations for the same joint
Gaussian distribution [16, ch. 4–5]; the diffuse initialisation corresponds to the flat priors
of Definition 1. Both procedures therefore return the same moments.

The normal matrix is symmetric positive definite once the reference district fixes the
level of α; with 1235 observations and 160 unknowns it is 160 × 160. One Cholesky fac-
torisation gives θ̂ and, column by column, Σθ; the full estimation takes under a second in
an interpreted language with no numerical library. Missing months need no imputation: a
month without observations contributes only its level increments.
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Algorithm 1 Variance components (three passes, bounded)
1: Initialise σA = σB = 0.06, σµ = 0.01, τ = 0.10; set σ2

z =
∑

k(nk − 1)s2
k/

∑
k(nk − 1) from the

anchor rows (default 0.20).
2: for pass = 1, 2, 3 do
3: Solve (9) for θ̂, Σθ.
4: σr ← max

(
0.01,

[ 1
|Ωr|

∑
Ωr

w̃d ε̂2
dt

]1/2)
for each regime r.

5: On months with at least 10 districts, mt ← mean of ydt − α̂d + β̂d1A; for consecutive such
months, σ2

µ ← V̂ar(mt+1 −mt)− σ2
max(1/nt + 1/nt+1), clipped to [0.004, 0.03]2.

6: τ2 ← V̂ar(β̂d)−Var(β̂d) over districts observed in both regimes, clipped to [0.03, 0.30]2.
7: end for

5.2 Variance components

The five standard deviations are estimated by a deterministic method-of-moments iteration
(Algorithm 1), so that a build is a pure function of its data. Reading σµ from the smoothed
path itself would understate it and feed back into more smoothing; the estimator uses the
cross-sectional mean of the de-meaned observations on dense months instead, from which
the sampling noise is subtracted.

On the data the iteration gives σA = 0.022 and σB = 0.034 (log units), σµ = 0.012
per month, τ = 0.131 and σz = 0.127. The estimated monthly volatility of the city level
lies inside its bounds of 0.004 and 0.03; the sensitivity of every result to it is reported in
Section 7. The bands are conditional on these estimates: they do not include the uncertainty
of the variance components.

6 Results

6.1 The common break

The common break is ˆ̄β = 0.205 in logarithms (standard error 0.028), that is +22.8%
with a 95% interval of +16.2% to +29.7%. Without anchors, identification rests on the
random-walk prior alone and the estimate is +21.4% (+11.3% to +32.4%); with the first
anchor sample only it is +23.3% (+16.2% to +30.9%). The anchors move the estimate
by 1.4 points because they agree with the prior: the market move the model fits over the
anchors’ spans averages −0.7% (pair-weighted), against −0.9% observed on the buildings.
Two independent routes, a flat-market prior through the gap and the same buildings read
on both sides, give the same answer.

The 98 building pairs taken alone imply a larger district step, 25.2% on the same pages,
because they over-represent three central districts whose own offsets are above the median
(Khlong Toei, Pathum Wan, Huai Khwang). The model weights districts by stock, not by
where archived buildings happen to be.

6.2 District heterogeneity

Figure 4 and Table 3 report the offset of each district observed in both regimes. The median
offset is +21.5%, the stock-weighted mean +26.1%, and the range runs from −2.5% (Rat
Burana) to +67.5% (Bang Kho Laem); the estimated dispersion around the common break
is τ = 0.131. A single common correction would leave errors of this size in district histories,
which is why the model carries one offset per district. The district observed in regime A
only (Samphanthawong) takes the common break, with a standard error of 13.0 points.
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Figure 4: Estimated measurement offset of each district observed in both regimes, with 95%
intervals. The vertical line and the shaded band are the common break ˆ̄β and its 95% interval.

6.3 The index

Figure 5 shows the index and Table 4 selected months. The index is essentially flat over
seven years: 102.2 in June 2019, 103.3 in December 2022, 100 in January 2024 and 99.5
in September 2026, with a high of 104.0 (2022-11) and a low of 98.2 (2026-02). The half-
width of the band has a median of 1.44% on the 40 months with at least ten districts, and
a median of 3.4% (maximum 4.3%) on the 51 months before the break, where the level
rests on the estimated offset.

Within each era the model and the chained index agree. From January 2024 to June
2025 the index moves −0.45% against −0.57% for the chain; from October 2023 to Novem-
ber 2025, −2.51% against −1.61%; from the fourth quarter of 2019 to the fourth quarter of
2022, +0.61% against +1.68% (on four to eight districts). The difference between the two
constructions is the level across the gap: the chain bridged it on six districts with a +19.8%
step, the model’s level moves by −2.8% from 2022-12 to the first chart page (2024-09).

The published city figure can be set beside the index within each period: from 2019-06
to 2022-12 it moves +0.3% and the index +1.0%; from 2024-09 to 2026-09 it moves −10.0%
and the index −0.9%. The matched-district construction removes composition effects.

7 Robustness and backtests
Table 5 summarises the tests. Each is computed by the reference implementation on the
same data, in memory.

Recovery. A +40% break injected into a clean synthetic panel is recovered at +42.3%,
with the truth inside the interval and a band that covers the true path in 95.2% of months;
at a nominal 95% the band is close to its nominal level. Injected into the real regime-B
data, where no true break exists, the same break is recovered at +40.8%.
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Table 3: District offsets eβ̂d − 1 (%) and their standard errors (log points), districts observed in
both regimes.

District Offset s.e. District Offset s.e.

Rat Burana −2.5 3.9 Phaya Thai +21.7 1.5
Khan Na Yao +1.7 2.8 Bang Khen +24.5 2.5
Phasi Charoen +1.9 2.3 Chom Thong +25.9 3.1
Bang Sue +2.6 2.3 Phra Khanong +30.1 1.5
Watthana +9.5 1.5 Huai Khwang +30.8 1.5
Bang Phlat +10.8 2.6 Chatuchak +32.1 1.4
Thon Buri +11.2 1.8 Bang Rak +33.9 2.0
Khlong San +12.9 1.7 Bang Kapi +34.0 1.5
Ratchathewi +13.2 1.6 Bangkok Yai +38.6 3.8
Din Daeng +18.6 1.6 Khlong Toei +42.8 1.4
Bang Na +19.6 1.6 Pathum Wan +47.8 1.5
Yan Nawa +20.3 2.5 Sathon +48.5 1.4
Bueng Kum +21.3 2.4 Bang Kho Laem +67.5 1.9
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Figure 5: The NIVAS Index with its 95% band, and the matched-pair chained index that
preceded it. The chain bridged the 2023 gap on six districts and inherited the measurement
break; the model removes it. Within each era the two constructions move together, apart from
the one-month move of April 2026, which the model down-weights.

Stability. Six more months of data move published history by at most 2.13%, twelve
months by at most 2.19%. Removing any one district keeps the break within 21.2–23.9%.
Fixing the city’s monthly volatility at three times its lower bound moves the break by less
than one point and widens the old-era band from 1.1% to 1.7% (one standard deviation).

What carries the estimate. The chart-era data pin the district levels: without the
archived chart pages the break is +26% (interval 16–36%), and the dense regime-B era is
what fixes the offsets. The anchors, in contrast, refine the estimate but do not drive it.

8 Limitations
The common break rests on an assumption. Proposition 1 is a statement about the
data, not about the estimator: no estimator can extract the common break from district
series that stop and restart around a gap. The random-walk prior fixes the expected
market move through the gap at zero; the anchors replace that assumption by the stability
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Table 4: Selected months of the index (January 2024 = 100), with the 95% band, the number
of districts observed and the matched-pair chained index (quarterly before 2023).

Month Index 95% band Districts Chained

2019-06 102.2 [98.2, 106.4] 1 —
2019-12 103.7 [100.3, 107.3] 2 83.0
2020-12 101.3 [98.5, 104.2] 12 80.7
2021-12 103.2 [100.0, 106.4] 2 82.6
2022-12 103.3 [100.2, 106.5] 4 84.4
2023-04 102.8 [98.8, 107.0] 0 — no observation
2023-09 102.2 [100.3, 104.2] 6 —
2023-10 102.2 [100.6, 103.9] 10 101.2
2024-01 100.0 — 18 100.0 base
2024-06 101.0 [99.5, 102.4] 28 101.4
2024-12 102.4 [101.0, 103.9] 30 102.5
2025-06 99.5 [98.1, 101.0] 24 99.4
2025-11 99.7 [98.3, 101.1] 42 99.5
2026-09 99.5 [98.1, 100.9] 42 99.2
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Figure 6: Anchor residuals against group size. The funnel is the 95% range implied by the
estimated per-pair dispersion σ̂z = 0.127; the residuals are consistent with it.

of the building measure (Assumption 1). Both give about +21.4% and +22.8% respectively.
Neither measures the market between January and August 2023, for which no page form
exists.

Early history. Before 2023 the index rests on 122 district-months across 27 districts,
often one or two per month. The band reflects this, and the early level is best quoted with
its band.

Static district effects. A district drifting against the city over several years is treated
as noise around a fixed αd. The observation variance absorbs the drift, but residuals are
serially correlated and the band is approximate.

Anchor sample. The 98 pairs come from 57 buildings concentrated in central districts,
and the second sample re-uses buildings of the first at other dates. The model treats
each pair as independent, which gives the anchors somewhat more precision than the data
support; the independent information is closer to 57 buildings than to 98 pairs. The archive
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Table 5: Backtests and sensitivity analyses.

Test Result

Synthetic market (20 districts, 84 months,
monthly s.d. 0.8%), ×1.4 rescale from
September 2023, 8-month gap, old era thinned
to one district-month in three

Break recovered at +42.3% [35.1, 50.0]; path
error at most 3.8% (old era 3.0%); band
covers the truth in 95.2% of months

Real regime-B data (September 2023 to
September 2026, no true break), ×1.4 from
January 2025, gap May–December 2024

Break recovered at +40.8% [29.1, 53.5]; path
within 1.7% of the clean fit

Revision: refit without the last 6 / 12 months History moves at most 2.13% / 2.19%
(median 0.57% / 0.69%); break moves by at
most 0.7 point

Leave one district out (45 fits) Median of the per-district maximum change
0.16%; worst Bang Na 3.25% (2022-05, a
month with 2 districts); break within
21.2–23.9%

Drop the live source Maximum change 2.16%; break +22.7%
Drop the archived chart source Break +26% [16, 36]: the chart era identifies

the offsets
Drop the anchors Maximum change 1.25% (2020-08); break

+21.4%
Second anchor sample (54 to 98 pairs) Break +23.3% to +22.8%; interval width 14.7

to 13.5 points; σz 0.141 to 0.127
σµ fixed at 0.004 / 0.007 / 0.012 per month Break +22.1 / +22.4 / +22.8%; old-era level

s.d. 1.1 / 1.4 / 1.7%
Anchors, observed against fitted (39 groups) Standardised residual s.d. 0.87, consistent

with σz/
√

nk

holds no further building with a copy in each era.

Plug-in variances. The band conditions on the estimated variance components and
ignores their uncertainty; the synthetic coverage of 95.2% suggests that this is not material
at present.

Future breaks and coverage. A further change in the data can be handled as one more
offset per district in (1). 5 districts have no history and enter the index only from their
first reading.

9 Governance and versioning
Builds. A build is identified by its formula, its weights and a hash of its input data
and anchors. Builds, their monthly rows and their district offsets are append-only: a new
reading produces a new build, and an earlier build is never edited. Every published series
names its build.

Revisions. Each build re-estimates the whole history, because new months refine the
level and the variance components. A move of a district’s figure in one month that the
next month reverses is down-weighted, never deleted: the observation stays in the fit with
a reduced weight, so a later month can revise the month before. The measured revision
when six months of new data are added is at most 2.13% (median 0.57%) of a published
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month, and at most 2.19% (median 0.69%) for twelve months. A change of method that
would move any published month by more than 0.5% is held for review before release.

The break is stored with each build. The common break and the district offsets are
re-estimated with the rest of the history at each build and stored with it, so every published
value traces to its estimate. A new source regime or a change of method is stated here,
never a silent change.

Publication rules. Every published month carries its band and its district count. Months
with no observation are drawn dashed and labelled as model-only; months before the break
carry their band and a note that their level rests on the estimated offset; months on fewer
than five districts are marked thin.

Data hygiene and independence. The index uses only published aggregates; no listing,
lister or listing text is stored. Proprietary data held by NIVAS never enters this index; a
series built on it would be a separate dataset and a separate build.

10 Conclusion
A break in published data mid-history need not end a price index, nor be hidden inside
it. The NIVAS Index treats the break as a measurement offset per district, estimates
the common part from a stated prior and from independent same-building evidence, and
publishes every month with a band that shows what the data can and cannot support.
On Bangkok condominium asking prices, the method attributes a +22.8% step in the
published district averages to the measurement, not to the market, and yields an index
that is essentially flat from 2019 to 2026. The same machinery admits a further regime or
a second district-level source as one more set of rows in a single linear system.

Disclaimer
This paper is for general information purposes only. It describes a statistical benchmark of
asking prices. It does not constitute investment advice, an appraisal of any property, or a
recommendation to buy or sell any asset, and it should not be relied upon for accounting,
legal, tax or lending decisions. Figures are estimates with stated uncertainty and are subject
to revision under the policy of Section 9.
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A Parameters of formula v1c

Parameter Setting Role

Regimes text form → A; archived chart, live → B B is the published scale
Base month t0 January 2024 First January of the dense era
σµ start 0.01; estimated; bounds [0.004, 0.03] Monthly s.d. of the city level
σA, σB start 0.06; estimated per regime; at least 0.01 Observation noise
τ start 0.10; estimated; bounds [0.03, 0.30] Dispersion of district offsets
σz pooled s.d. of the anchor rows; default 0.20 Per-pair noise of an anchor
Passes 3 Method-of-moments iterations
Dense month at least 10 districts Calibrates σµ

Band z = 1.96 95%
Thin month fewer than 5 districts Publication flag
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B Aggregate anchors
Each row aggregates the building pairs read in a text-era month sk and a chart-era month
tk: their number nk, the mean log change of the building figure zk (shown in %), its
standard deviation, the change fitted by the model, and the sample. No building identity
is published. Totals: 98 pairs on 57 buildings; mean −0.9%, pooled s.d. 0.122.

sk tk nk zk (%) s.d. (log) Fitted (%) Sample

2019-12 2025-04 1 −4.0 — −3.6 1
2020-09 2024-11 2 +3.9 0.128 +1.9 1
2020-08 2025-05 6 −9.0 0.224 −0.5 1
2020-11 2024-11 7 −2.9 0.073 +1.2 1
2020-10 2025-02 1 −13.3 — −0.2 1
2020-11 2025-05 9 +3.0 0.084 −1.3 1
2020-11 2025-08 3 −19.9 0.326 −2.5 1
2020-11 2025-10 1 −10.0 — −1.7 1
2021-02 2024-11 5 +2.8 0.059 +1.5 1
2021-01 2025-03 1 +2.7 — −1.0 1
2021-01 2025-05 4 +9.5 0.093 −1.7 1
2021-01 2025-08 1 −1.2 — −2.9 1
2021-05 2024-11 2 +14.9 0.008 +2.0 1
2021-06 2025-05 1 −5.7 — −0.6 1
2021-06 2025-09 1 −19.9 — −1.3 1
2021-08 2024-12 1 −21.6 — +0.9 1
2021-07 2025-08 2 +6.1 0.085 −2.4 1
2021-12 2025-03 1 +1.0 — −2.3 1
2021-11 2025-05 1 +2.0 — −3.5 1
2022-01 2024-11 1 −1.0 — +0.0 1
2022-01 2025-05 1 −4.1 — −2.5 1
2022-08 2024-12 1 −2.1 — +1.0 1
2022-08 2025-09 1 +5.5 — −1.9 1
2019-12 2025-06 1 −0.9 — −4.1 2
2020-09 2024-11 1 +7.8 — +1.9 2
2020-09 2025-03 1 −0.5 — +0.1 2
2020-08 2025-05 3 +4.4 0.042 −0.5 2
2020-09 2025-09 1 −7.2 — −1.2 2
2020-11 2024-11 5 −1.9 0.148 +1.2 2
2020-12 2025-03 1 −0.7 — −0.5 2
2020-11 2025-05 12 −0.8 0.089 −1.3 2
2020-11 2025-08 6 −5.2 0.105 −2.5 2
2021-01 2024-11 2 +4.8 0.163 +0.9 2
2021-02 2025-05 5 +4.8 0.139 −1.0 2
2021-02 2025-08 2 +0.3 0.068 −2.2 2
2021-06 2025-04 1 +9.2 — −0.6 2
2021-05 2025-08 1 −18.7 — −1.7 2
2022-01 2025-04 1 −0.7 — −2.6 2
2022-08 2025-09 1 +5.5 — −1.9 2

C Reproduction
The reference implementation is a Python module that uses only the standard library.
Given the district series and the anchor file, it rebuilds the index, the backtests and ev-
ery number and figure of this paper from 1235 district-month points. The estimation is
deterministic: the same data give the same index to the last digit.

18


	Introduction
	Background and related work
	Data
	Source and measure
	Evidence of a measurement break
	What the district data can identify

	Model
	Identification of the common break

	Estimation
	Penalised weighted least squares
	Variance components

	Results
	The common break
	District heterogeneity
	The index

	Robustness and backtests
	Limitations
	Governance and versioning
	Conclusion
	Parameters of formula v1c
	Aggregate anchors
	Reproduction

